


Introduction to Achronix FPGAs Implementing Synchronous Logic
In synchronous logic, when a pipeline stage (register/storage element) is added, it must still be
clocked from a global clock. This automatically inserts a new Data Token, changing the
functionality of the logic. With picoPIPE technology, inserting a connection element does not
automatically cause a new Data Token to be inserted. Thus the logic is unchanged. Adding
pipeline stages does add a small latency delay, but nothing else.

CEs are unlike any existing logic structure. They are capable of being initialized into one of
two states, either state holding, or not state holding. When initialized as state-holding, a
connection element performs a similar function as a register in a conventional design, and a
Data Token is initially created for that pipeline stage. When initialized as not state-holding, it
behaves like a repeater. The main difference between a series of un-initialized CEs and a wire,
is that each pipeline stage is still capable of containing a Data Token, even if it doesn’t start
with one initially. This property plays a large role in enabling the throughput of Achronix
FPGAs to be increased, while maintaining exact logical equivalence to a conventional circuit. 

FEs have functionality equivalent to combinatorial logic. The only difference relates to how
ingress and egress data is handled. The local handshaking within a picoPIPE network means
the FEs must also handshake data in and out. This handshaking ensures only valid, settled
data is propagated. 

BEs are only used at the boundary where the picoPIPE fabric meets the FPGA Frame. These
elements are responsible for converting Data Tokens in the Frame into Data Tokens in the
picoPIPE fabric (ingress). They are also used for converting Data Tokens in the fabric back into
Data Tokens in the Frame (egress). Therefore every signal entering and exiting the picoPIPE
fabric will pass through Ingress Boundary Elements and Egress Boundary Elements respectively.

It is important to note that picoPIPE stages can contain 'No Data'. i.e. the three valid states are
data-1, data-0, or No-data. This is one of the reasons that adding a pipeline stage does not
change the logic function computed.

Implementing Synchronous Logic

The picoPIPE fabric implements synchronous logic by maintaining exact equivalent behavior.
Several features of Achronix FPGAs and picoPIPE technology enable this equivalence. 

FEs provide the combinatorial computation, implementing logic described by the input RTL.
CEs provide both the connectivity (local and global routing) and storage (registers) that enable
synchronous computation. In the FPGA architecture, LUTs contain FEs and CEs while the
Switch Blocks contain only CEs. 

The conventional I/O Frame ensures that every Data Token enters the picoPIPE core at a clock
edge, and every Data Token leaving the picoPIPE core is clocked out at a clock edge. The
functional relationship of inputs and outputs is maintained between the synchronous design
specified by the RTL, and the implemented functionality as observed on the boundary of the
Frame. Boundary elements ensure that every valid data token in the Frame (data on an input,
at an input clock edge) becomes a Data Token within the picoPIPE core. Likewise on the
output, every Data Token leaving the picoPIPE core becomes a valid data signal as it is clocked
into the Frame (a data value is clocked out of the core). 

The number of Data Tokens entering, and leaving the picoPIPE core is exactly the same as it
would be if the core were implemented with conventional logic.

Another consideration is the number of storage elements in the original design. In traditional,
clocked logic each storage element is implemented with a register, which creates its own internal
Data Token. As CEs can be configured to be state holding, for every storage element in the
original design, a CE is initialized to add an initial Data Token. Thus the number of internal Data
Tokens specified in the picoPIPE implementation is consistent with the original design.
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Increased Throughput Introduction to Achronix FPGAs
Increased Throughput

Achronix FPGAs achieve higher throughput compared with existing FPGAs because of the
fine-grained pipeline stages. Unlike existing FPGA implementations, these pipeline stages can
be automatically inserted anywhere in a design without changing its logic functionality. 

As Figure 4 shows, there are often many levels of logic between storage elements. It takes time
for data to propagate from the 'Q' register output, through the combinatorial logic and settle at
a stable state on the next register’s 'D' input. As the clock cannot occur until all data is settled,
the clock speed must run no faster than the propagation delay of the longest path in the entire
clock domain. Data in every path that is shorter than the longest path (by definition, all paths
– 1) must wait for the longest path.

In stark contrast, picoPIPE technology allows optimum pipelining without changing the logic
functionality (Figure 4). Each pipeline stage has less logic depth and therefore completes its
operation very quickly. This allows the rate of Data Tokens through the logic to be increased,
which increases the effective clock rate. (Remember in picoPIPE technology, Data Tokens are a
combination of valid data, and clock information.) 

Let's consider the benefits of picoPIPE technology in terms of the physical Layout within an
Achronix FPGA. Within a traditional FPGA, signals travel on long routing tracks and pass
through many routing components (Figure 5). These signals suffer from a high capacitive
load; and the larger the FPGA, the longer the paths that need to be traversed. Additionally,
there are many levels of logic between state holding elements (registers). 

Within Achronix FPGAs, the built-in pipelining ensures that signals only ever need to travel
on short routing tracks. This reduces the capacitance of the signal at each stage. For larger
devices signals still may need to propagate from one corner of the device to the other. While
larger devices may have slightly increased latency, unlike other FPGAs, they do not have
decreased throughput, as each pipeline stage is capable of holding a new Data Token. Thus
the inherent pipelining of picoPIPE technology allows maximum throughput to be
maintained, regardless of how large the FPGA is. Pipelining also ensures there is only one
logic level per pipeline stage, allowing a much faster rate of Data Tokens to be used.

Figure 4:  picoPIPE vs. Existing FPGA Implementation
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